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ABSTRACT 
 

Nowadays every industry is relying on machine learning technology in order to predict,  

analyze their growth, trend or an issue. The most prominent field is medical, where we 

can use dataset to predict the risk factor of any disease. This paper mainly concentrates 

on diabetes. Diabetes is a disorder where the body does not produce insulin or does not 

use it efficiently. A huge medical dataset is accessible in different data repositories, which 

we use for the analysis. We acquired data from University of California Irvine which has 

520 instances with 17 attributes. The objective of this is to find whether a patient is likely 

to get affected with the diabetes or not, this is predicted based on symptoms possessed 

by the patient. We proposed a machine leaning model using Logistic regression and 

random forest. Among the algorithms these two are the most interpretable. The data is 

pre-processed and normalized is such a way that it is ready for training. Further this data 

is split in testing and training into 8:1 proportion. Based upon model performance accuracy 

is evaluated using various parameters such as accuracy, recall and precision. Thus, 

dataset is the most important aspect in the architecture and this data is undergone many 

machine learning techniques and fitted into algorithms in order to achieve desired results. 
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CHAPTER 1 

INTRODUCTION 

Machine learning is a branch of artificial intelligence (AI) focused on building applications 

that learn from data and improve their accuracy over time without being programmed to 

do so. In data science, an algorithm is a sequence of statistical processing steps. In 

machine learning, algorithms are 'trained' to find patterns and features in massive 

amounts of data in order to make decisions and predictions based on new data. The better 

the algorithm, the more accurate the decisions and predictions will become as it processes 

more data. 

1.1. BUILDING A MACHINE LEARNING MODEL: 

 
There are four basic steps for building a machine learning application (or model). These 

are typically performed by data scientists working closely with the business professionals 

for whom the model is being developed. 

Step 1: Select and prepare a training data set 

 
Training data is a data set representative of the data the machine learning model will 

ingest to solve the problem it‘s designed to solve. In some   cases, the training data 

is labeled data— ‗tagged‘ to call out features and classifications the model will need to 

identify. Other data is unlabeled, and the model will need to extract those features and 

assign classifications on its own. 

 
In either case, the training data needs to be properly prepared—randomized, de-duped, 

and checked for imbalances or biases that could impact the training. It should also be 

divided into two subsets: the training subset, which will be used to train the application, 

and the evaluation subset, used to test and refine it. 

 
Step 2: Choose an algorithm to run on the training data set 

 
Again, an algorithm is a set of statistical processing steps. The type of algorithm depends 

on the type (labeled or unlabeled) and amount of data in the training data set and on the 

type of problem to be solved. 

https://www.ibm.com/cloud/learn/what-is-artificial-intelligence
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Common types of machine learning algorithms for use with labeled data include the 

following: 

 
 Regression algorithms: Linear and logistic regression are examples ofregression 

algorithms used to understand relationships in data. Linear regressionis used to 

predict the value of a dependent variable based on the value of an independent 

variable. Logistic regression can be used when the dependentvariable is binary in 

nature: A or B. For example, a linear regression algorithm could be trained to 

predict a salesperson‘s annual sales (the dependent variable) based on its 

relationship to the salesperson‘s education or years of experience (the 

independent variables.) Another type of regression algorithm called a support 

vector machine is useful when dependent variables are more difficult to classify. 

 Decision trees: Decision trees use classified data to make recommendations 

based on a set of decision rules. For example, a decision tree that recommends 

betting on a particular horse to win, place, or show could use data about the horse 

(e.g., age, winning percentage, pedigree) and apply rules to those factors to 

recommend an action or decision. 

 Instance-based algorithms: A good example of an instance-based algorithm is 

K-Nearest Neighbor or k-nn. It uses classification to estimate how likely a data point 

is to be a member of one group or another based on its proximity to other data 

points. 

 

Algorithms for use with unlabeled data include the following: 

 
 Clustering algorithms: Think of clusters as groups. Clustering focuses on 

identifying groups of similar records and labeling the records according to the group 

to which they belong. This is done without prior knowledge about the groups and 

their characteristics. Types of clustering algorithms include the K- means, 

TwoStep, and Kohonen clustering. 

https://www.ibm.com/cloud/learn/supervised-learning
https://www.ibm.com/cloud/learn/random-forest
https://www.ibm.com/cloud/learn/unsupervised-learning
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 Association algorithms: Association algorithms find patterns and relationships in 

data and identify frequent ‗if-then‘ relationships called association rules. These are 

similar to the rules used in data mining. 

 Neural networks: A neural network is an algorithm that defines a layered network 

of calculations featuring an input layer, where data is ingested; at least one hidden 

layer, where calculations are performed make different conclusions about input; 

and an output layer. where each conclusion is assigned a probability.A deep neural 

network defines a network with multiple hidden layers, each of which successively 

refines the results of the previous layer. (For more, see the ―Deep learning‖ section 

below.) 

 

Step 3: Training the algorithm to create the model 

 
Training the algorithm is an iterative process–it involves running variables through the 

algorithm, comparing the output with the results it should have produced, adjusting 

weights and biases within the algorithm that might yield a more accurate result, and 

running the variables again until the algorithm returns the correct result most of the time. 

The resulting trained, accurate algorithm is the machine learning model—an important 

distinction to note, because 'algorithm' and 'model' are incorrectly used interchangeably, 

even by machine learning mavens. 

 
Step 4: Using and improving the model 

 
The final step is to use the model with new data and, in the best case, for it to improve in 

accuracy and effectiveness over time. Where the new data comes from will depend on the 

problem being solved. For example, a machine learning model designed to identify spam 

will ingest email messages, whereas a machine learning model that drives a robot vacuum 

cleaner will ingest data resulting from real-world interaction with moved furniture or new 

objects in the room. 

https://www.ibm.com/cloud/learn/neural-networks
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1.2. METHODS: 

 

1.2.1. SUPERVISED MACHINE LEARNING: Supervised machine learning trains itself on 

a labeled data set. That is, the data is labeled with information that the machine learning 

model is being built to determine and that may even be classified in ways the model is 

supposed to classify data. For example, a computer vision model designed to identify 

purebred German Shepherd dogs might be trained on a data set of various labeled dog 

images. Supervised machine learning requires less training data than other machine 

learning methods and makes training easier because the results of the model can be 

compared to actual labeled results. But, properly labeled data is expensive to prepare, 

and there's the danger of overfitting, or creating a model so closely tied and biased to the 

training data that it doesn't handle variations in new data accurately. 

 
 

1.2.2. UNSUPERVISED MACHINE LEARNING: 

 
Unsupervised machine learning ingests unlabeled data—lots and lots of it—and uses 

algorithms to extract meaningful features needed to label, sort, and classify the data in 

real-time, without human intervention. Unsupervised learning is less about automating 

decisions and predictions, and more about identifying patterns and relationships in data 

that humans would miss. Take spam detection, for example—people generate more email 

than a team of data scientists could ever hope to label or classify in their lifetimes. An 

unsupervised learning algorithm can analyze huge volumes of emails and uncover the 

features and patterns that indicate spam (and keep getting better at flagging spam over 

time). 
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1.2.3. UNSUPERVISED MACHINE LEARNING: 

 
Unsupervised machine learning ingests unlabeled data—lots and lots of it—and uses 

algorithms to extract meaningful features needed to label, sort, and classify the data in 

real-time, without human intervention. Unsupervised learning is less about automating 

decisions and predictions, and more about identifying patterns and relationships in data 

that humans would miss. Take spam detection, for example—people generate more email 

than a team of data scientists could ever hope to label or classify in their lifetimes. An 

unsupervised learning algorithm can analyze huge volumes of emails and uncover the 

features and patterns that indicate spam (and keep getting better at flagging spam over 

time). 

 
1.2.4. SEMI-SUPERVISED MACHINE LEARNING: 

 
Semi-supervised learning offers a happy medium between supervised and unsupervised 

learning. During training, it uses a smaller labeled data set to guide classification and 

feature extraction from a larger, unlabeled data set. Semi-supervised learning can solve 

the problem of having not enough labeled data (or not being able to afford to label enough 

data) to train a supervised learning algorithm. 
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1.2.5. REINFORCEMENT MACHINE LEARNING: 

Reinforcement machine learning is a behavioral machine learning model that is similar to 

supervised learning, but the algorithm isn‘t trained using sample data. This model learns 

as it goes by using trial and error. A sequence of successful outcomes will be reinforced 

to develop the best recommendation or policy for a given problem. 

 

1.3. DEEP LEARNING: 

 
Deep learning is a subset of machine learning (all deep learning is machine learning, but 

not all machine learning is deep learning). Deep learning algorithms define an artificial 

neural network that is designed to learn the way the human brain learns. Deep learning 

models require large amounts of data that pass through multiple layers of calculations, 

applying weights and biases in each successive layer to continually adjust and improve 

the outcomes. Deep learning models are typically unsupervised or semi-supervised. 

Reinforcement learning models can also be deep learning models. Certain types of deep 

learning models—including convolutional neural networks (CNNs) and recurrent neural 

networks (RNNs)—are driving progress in areas such as computer vision, natural language 

processing (including speech recognition), and self-driving cars. 

 
1.4. REAL-WORLD ML USE CASES: 

 
As noted at the outset, machine learning is everywhere. Here are just a few examples of 

machine learning you might encounter every day: 

 

 Digital assistants: Apple Siri, Amazon Alexa, Google Assistant, and other digital 

assistants are powered by natural language processing (NLP), a machine learning 

application that enables computers to process text and voice data and 'understand' 

human language the way people do. Natural language processing also drives 

voice-driven applications like GPS and speech recognition (speech- to-text) 

software. 

 Recommendations: Deep learning models drive 'people also liked' and 'just for 

you' recommendations offered by Amazon, Netflix, Spotify, and other retail, 

entertainment, travel, job search, and news services. 

https://www.ibm.com/cloud/learn/natural-language-processing
https://www.ibm.com/cloud/learn/natural-language-processing
https://www.ibm.com/cloud/learn/natural-language-processing
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 Contextual online advertising: Machine learning and deep learning models can 

evaluate the content of a web page—not only the topic, but nuances like the author's 

opinion or attitude—and serve up advertisements tailored to the visitor's interests. 

 Chatbots: Chatbots can use a combination of pattern recognition, natural 

language processing, and deep neural networks to interpret input text and provide 

suitable responses. 

 Fraud detection: Machine learning regression and classification models have 

replaced rules-based fraud detection systems, which have a high number of false 

positives when flagging stolen credit card use and are rarely successful at 

detecting criminal use of stolen or compromised financial data. 

 Cybersecurity: Machine learning can extract intelligence from incident reports, 

alerts, blog posts, and more to identify potential threats, advise security analysts, 

and accelerate response. 

 Medical image analysis: The types and volume of digital medical imaging data 

have exploded, leading to more available information for supporting diagnoses but 

also more opportunity for human error in reading the data. Convolutional neural 

networks (CNNs), recurrent neural networks (RNNs), and other deep learning 

models have proven increasingly successful at extracting features and information 

from medical images to help support accurate diagnoses. 

 Self-driving cars: Self-driving cars require a machine learning tour de force— they 

must continuously identify objects in the environment around the car, predict how 

they will change or move, and guide the car around the objects as well as toward 

the driver's destination. Virtually every form of machine learning and deep learning 

algorithm mentioned above plays some role in enabling a self-driving automobile. 

https://www.ibm.com/cloud/learn/chatbots-explained


CHAPTER 2 

LITERATURE SURVEY 

K. Vijay Kumar, and others [11] proposed random Forest algorithm for the 

prediction of diabetes to develop a system that can predict early diabetes for a more 

accurately-focused patient by using the machine-learning Random Forest 

algorithm. The model suggested provides the best results in diabetic prediction and 

the results demonstrated that the prediction system can efficiently, efficiently and 

most importantly, immediately predict diabetes disease. 

The predictive onset of diabetes was presented to Nanos Nnamoko et al [13]. 

A supervised learning approach is used to combine their results with five widely 

used classifications. The results will be presented and compared to similar studies 

using the same dataset in the book. Diabetes beginning can be predicted with 

greater accuracy by using the proposed method. Roof N. The goal is to avoid 

diabetes by three numerous regulated methods of learning, namely SVM, logistic 

regression, and ANN, proposed by Joshi et al [11]. Predicting Diabetes Prediction 

Using Machine Learning Techniques. The project advocates an effective method 

for early diabetes detection. 

Deeraj Shetty et al [15] suggested prediction of diabetic disease using data 

extraction, assembling a prediction method of intelligent diabetes that offers 

analysis to patients with diabetes via a database of diabetes. In this system, 

algorithms such as Bayesian and KNN are proposed to be applied to the database 

of patients with diabets and analysed by taking various diabetes attributes for 

diabetes prediction. 

Accomplished by replacementing sing-values for mean. K-means used to 

remove data from the helpful vector machine, and genetic algorithms for the optimum 

identifying eatures (SVM). In each run, GA selected different attributes and the rating 

accuracy was recorded from the origin8al set of attributes. The experiment was 

replicated 50 times to obtain a stable outcome and the findings were seen in the 



table. The experimental findings indicate that the suggested model has an average 

accuracy of 98,79 per cent for Pima Indian diabetes in the UCI archive. In contrast to 

the SVM clustered K-means Data Preparation Scheme, stronger findings have also 

been obtained in the proposed approach (96.71 percent). 

We are currently evaluating the same data packet split into the same training 

and prediction sets, both using a logistic regression and a linear perceptron model 

[5]. We expect to use all the threematics - ADAP, logistic regression and a linear 

perceptron to compare the ROC curves for this forecast. This paper is used by the 

amalgamated approach and obtained with greater accurate results in the compact 

formation of uncertainty matrix as a linear regression Data mining is a method that 

gathers valuable knowledge from a vast quantity of information that helps you to 

obtain more information. The use of data mining tools and methods thus leads to the 

diabetes prediction and thus decreases costs for care. In order to diagnose diabetes 

and discover effective approaches to also manage them, data mining methods are 

used in the field of medicinal data. 

 

 
In this article [6], we used the neighbouring algorithm K-nearest to diagnose diabetes 

mellitus. The findings revealed that, as k value rises, accuracy and error rates have 

improved. We measured the correctness and error rate of K = 3,5. KNN is one of the 

most powerful and commonly diagnosed artificial intelligence algorithms. many 

classification methods have been used in the data mining process. More precise and 

effective results are obtainable via KNN. These methods were used to split the data 

into separate sets such that a relationship could be effectively defined with different 

attributes. Other data mining techniques we use three different classificational 

algorithms that are used in this experiment: ZeroR, OneR and Naiv. Different data 

mining techniques are used to help health professionals diagnose diabetes. This 

experiment reveals the quickest Naïve Bayes and the slowest ZeroR. A faulty data 

mining  technique  is  used  to identify  effi9ciency  comparisons.  Each  model  shall  be 

transformed into rules and these rules shall be incorporated. This study article deals 
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with machine learning, which has a sophisticated data structure and an 

extensive epidemiological and genetic diabetes risk base to revolutionise the 

estimation of diabetes risk. This paper addresses 

Machine Learning. Diabetes diagnosis is the answer to recovery in the early 

stages. This dissertation outlines a machine-learning solution to diabetes 

prediction. The methodology can also help researchers build a precise and 

efficient method to help them make better decisions on the disease status of 

clinicians. 

Diabetes in young people and ancient cultures was influenced by Amina 

Azaret al. in [7]. These are raised day by day and it is not curable. For early 

prediction, data mining is used. This paper in key purpose is offers the 

distinction and recommend best algorithm. You will use the PID datasets. In 

order to predict early diabetes diagnosis in highest precision and performance, 

decisions tree, Naive Bayes and K-Nearest neighbouring algorithms are 

contrasted and used. The WEKAis used for testing and validation using rapid 

miner. The decision tree is the perfect algorithm for predictions. It offers 75.65 

percent of the precis 
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CHAPTER 3 
 

SYSTEM DESIGN AND METHODOLOGY 
 

3.1. EXISTING SYSTEM: 

 
There are many machine learning approaches for the prediction of diabetes. The only 

important aspect that differ from model to model is the data. The data plays a major role in the 

prediction. Currently, the machine learning models can only predict whether a patient is diabetic 

or not after collecting required instances from the blood sample. This practice is not so effective 

because patient may prefer taking an instant test over this computerized diagnosis. The 

positive side is that the attained accuracy is similar to lab diagnosis. In practical these kinds of 

machine diagnosis can be replaced. Various Machine Learning Techniques provide 

efficient result to collect Knowledge by building various classification and ensemble 

models from collected dataset. Such collected data can be useful to predict diabetes. 

Various techniques of Machine Learning can capable to do prediction, however it‘s tough 

to choose best technique. Thus, for this purpose we apply popular classification and 

ensemble methods on dataset for prediction. 

 
3.2. PROPOSED MODEL: 

 
The dataset contains the sign and symptom data of newly diabetic or would-be diabetic 

patient. This consists of total 15 features and one target variable named class. The 

libraries such as pandas, numpy, matplotlib and sklearn are used. The data is pre- 

processed and normalized is such a way that it is ready for training. Further this data is 

split in testing and training into 8:1 proportion. Based upon model performance accuracy 

is evaluated using various parameters such as accuracy, recall and precision. The data is 

fitted into two algorithms called Logistic regression and random forest. Logistic regression 

is mainly based on the concept of probability which is used for classification problems and 

considered to be predictive analysis algorithm. Random forest is a dual- purpose algorithm 

where it is used for both classification and regression. 
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3.3. SYSTEM ARCHITECTURE: The system design consists of following steps: 
 

 

 
Fig 3.1. System Architecture 

 

3.3.1. Data Collection: 

 
Given the problem you want to solve, you will have to investigate and obtain data that you 

will use to feed your machine. The quality and quantity of information you get are very 

important since it will directly impact how well or badly your model will work. You may 

have the information in an existing database or you must create it from scratch. If it is a 

small project, you can create a spreadsheet that will later be easily exported as a CSV 

file. 

 
Table 3.3.1.1: Features of dataset before Data Processing 

It is also common to use the web scraping technique to automatically collect information 

from various sources such as APIs. The dataset contains the sign and symptom data of 

newly diabetic or would be diabetic patient. This consists of total 15 features and one 

target variable named class. Dataset is the most important aspect in the architecture. This 

data is undergone data preprocessing which is a data mining technique. 



13 
 

3.3.2. Data Preprocessing: 

 
Data Preprocessing is a data mining techinue which is used to transform the raw data in 

a useful and efficient format. Features can be in the following pattern or format: 

 

 Categorical: Features whose values are taken from a defined set of values. For 

instance, days in a week: {Monday, Tuesday, Wednesday, Thursday, Friday, 

Saturday, Sunday} is a category because its value is always taken from this set. 

Another example could be the Boolean set: {True, False} 

 Numerical: Features whose values are continuous or integer-valued. They are 

represented by numbers and possess most of the properties of numbers. For 

instance, number of steps you walk in a day, or the speed at which you are driving 

your car at. 

 
3.3.2.1. Now that we have gone over the basics, let us begin with the steps of Data 

Preprocessing. Remember, not all the steps are applicable for each problem, it is 
highly dependent on the data we are working with, so maybe only a few steps 
might be required with your dataset. Generally, they are: Data quality 
Assessment: 

 
Because data is often taken from multiple sources which are normally not too reliable and 

that too in different formats, more than half our time is consumed in dealing with data 

quality issues when working on a machine learning problem. It is simply unrealistic to 

expect that the data will be perfect. There may be problems due to human error, limitations 

of measuring devices, or flaws in the data collection process. Let‘s go over a few of them 

and methods to deal with them: 

 
1. Missing Values: It is very much usual to have missing values in your dataset. It may 

have happened during data collection, or maybe due to some data validation rule, but 

regardless missing values must be taken into consideration. 

 Eliminate rows with missing data: 

Simple and sometimes effective strategy. Fails if many objects have missing values. 

If a feature has mostly missing values, then that feature itself can also be eliminated. 

 Estimate missing values: 
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2. Inconsistent values: We know that data can contain inconsistent values. Most 

probably we have already faced this issue at some point. For instance, the ‗Address‘ 

field contains the ‗Phone number‘. It may be due to human error or maybe the 

information was misread while being scanned from a handwritten form. It is therefore 

always advised to perform data assessment like knowing what the data type of the 

features should be and whether it is the same for all the data objects. 

 

3. Duplicate values: A dataset may include data objects which are duplicates of one 

another. It may happen when say the same person submits a form more than once. 

The term deduplication is often used to refer to the process of dealing with duplicates. 

In most cases, the duplicates are removed so as to not give that particular data object 

an advantage or bias, when running machine learning algorithms. 

Table 3.3.: Features of dataset after Data Processing 

 
 

3.3.2.2. Balanced and Imbalanced dataset: 

 

 
Let‘s take a simple example if in our data set, we have positive values which are 

approximately same as negative values. Then we can say our dataset in balance. If 

there is the very high different between the positive values and negative values. Then we 

can say our dataset in Imbalance Dataset. 

 
3.3.2.2.1. Techniques to convert Imbalanced dataset to Balanced 

Dataset: 

 

 
1. Over-sampling: This technique is used to modify the unequal data classes to create 

balanced datasets. When the quantity of data is insufficient, the oversampling method 

tries to balance by incrementing the size of rare samples. Over-sampling increases the 

number of minority class members in the training set. The advantage of over-sampling 
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is that no information from the original training set is lost, as all observations from the 

minority and majority classes are kept. On the other hand, it is prone to over fitting. 

 

2. Under-sampling: Unlike oversampling, this technique balances the imbalance dataset 

by reducing the size of the class which is in abundance. There are various methods for 

classification problems such as cluster centroids and Tomek links. The cluster centroid methods 

replace the cluster of samples by the cluster centroid of a K-means algorithm and the Tomek 

link method removes unwanted overlap between classes until all minimally distanced nearest 

neighbors are of the same class. 

 

3. Feature Selection: In order to tackle the imbalance problem, we calculate the one- 

sided metric such as correlation coefficient (CC) and odds ratios (OR) or two-sided 

metric evaluation such as information gain (IG) and chi-square (CHI) on both the 

positive class and negative class. Based on the scores, we then identify the significant 

features from each class and take the union of these features to obtain the final set of 

features. Then, we use this data to classify the problem. Identifying these features will 

help us generate a clear decision boundary with respect to each class. This helps the 

models to classify the data more accurately. This performs the function of intelligent 

subsampling and potentially helps reduce the imbalance problem. 

 

 
4. Feature Selection: In order to tackle the imbalance problem, we calculate the one- 

sided metric such as correlation coefficient (CC) and odds ratios (OR) or two-sided 

metric evaluation such as information gain (IG) and chi-square (CHI) on both the 

positive class and negative class. Based on the scores, we then identify the significant 

features from each class and take the union of these features to obtain the final set of 

features. Then, we use this data to classify the problem. Identifying these features will 

help us generate a clear decision boundary with respect to each class. This helps the 
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models to classify the data more accurately. This performs the function of intelligent 

subsampling and potentially helps reduce the imbalance problem. 

 
 
 
 

 
5. Cost Sensitive Learning Technique: The Cost-Sensitive Learning (CSL) takes the 

misclassification costs into consideration by minimizing the total cost. The goal of this 

technique is mainly to pursue a high accuracy of classifying examples into a set of 

known classes. It is playing as one of the important roles in the machine learning 

algorithms including the real-world data mining applications. 

 

6. Ensemble Learning Technique: The ensemble-based method is another technique 

which is used to deal with imbalanced data sets, and the ensemble technique is 

combined the result or performance of several classifiers to improve the performance 

of single classifier. This method modifies the generalization ability of individual 

classifiers by assembling various classifiers. It mainly combines the outputs of multiple 

 
7. base learners. There are various approaches in ensemble learning such as Bagging, 

Boosting, etc. 
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3.3.2.3. Feature Distribution Analysis: 

 

 
The distribution of a feature over its range, with value on the horizontal axis and frequency 

on the vertical axis. For string and categorical encoded integers, the feature distribution is 

displayed as a bar chart with the highest, i.e., the label with the highest count, on the left 

side. For float, float tensor, not categorical encoded integer and image the feature 

distribution is displayed as a histogram. This is done by dividing the range into a number 

of bins and calculate how many data points fall within the boundaries of each bin. If you 

hover over a bin, you‘ll see the count and the range for that bin. The feature distribution 

helps in understanding what kind of feature you are dealing with, and what values you can 

expect this feature to have. You‘ll see if the values are centered or scattered. Why is the 

distribution important? Because deep learning models learn from data. Give them 

incorrect data and they will learn incorrectly. A deep learning model is only as good as 

the data you feed it. You can also see if the training and validation subsets differ if they 

look pretty much the same that‘s good. the data you feed it. You can also see if the 

training and validation subsets differ if they look pretty much the same that‘s good. 
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3.3.2.3.1. Normal Distribution: If a feature can be seen as a random variable, 

and enough data is used and the bins are narrow enough, the look of 

the distribution could be bell-shaped. This is called a normal 

distribution (or standard/Gaussian). The normal distribution is a very 

important probability distribution that arises in many situations. 

Generally speaking, when you have a large number of independent 

samples from a naturally occurring phenomenon, the data will follow a 

normal distribution. Groups of data might form lumps a little off to one 

side. Such lumps can be of special significance and worth having a 

further look at. 

 

3.3.2.3.2. Erroneous Data: By looking at the distribution you can detect 

erroneous data such as outliers, these are single data points laying 

very far away from the rest of the data. If you have outliers or other 

erroneous data in the dataset you could try to normalize it or create a 

new subset to filter out the data. If this doesn‘t work you should remove 

the outliers outside the Platform and import the dataset again. 

 

 
 

Fig 3.5. Distribution of Gender Fig 3.6. Distribution of Polyuria 
 

 

 

https://en.wikipedia.org/wiki/Normal_distribution
https://en.wikipedia.org/wiki/Normal_distribution
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Fig 3.9. Distribution of Polyphagia Fig 3.1.1. Distribution of Genital thrush 
 
 
 

 

 
 

 
Fig 3.1.2. Distribution of Visual Blurring 

 
 
 
 
 

 

Fig 3.1.3. Distribution of Itching 
 

 

 
 

 

Fig 3.1.4. Distribution of Irritability 
 

 

 

Fig 3.1.5. Distribution of Delayed Healing 
 
 
 

 

Fig 3.1.6. Distribution of Partial Paresis 
 

 

 
 

Fig 3.1.7. Distribution of Muscle Stiffness 
 
 
 

 

Fig 3.1.8 Distribution of Alopecia  

 Fig 3.1.9 Distribution of Obesity 
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3.3.2.4. Correlation: 

 

 
Correlation is one of the most widely used — and widely misunderstood — statistical 

concepts. In this overview, we provide the definitions and intuition behind several types of 

correlation and illustrate how to calculate correlation using the Python pandas library. The 

term "correlation" refers to a mutual relationship or association between quantities. In 

almost any business, it is useful to express one quantity in terms of its relationship with 

others. For example, sales might increase when the marketing department spends more 

on TV advertisements, or a customer's average purchase amount on an e-commerce 

website might depend on a number of factors related to that customer. Often, correlation 

is the first step to understanding these relationships and subsequently building better 

business and statistical models. 

 

3.3.2.4.1. Types of Correlation: Before we go into the details of how correlation 

is calculated, it is important to introduce the concept of covariance. 

Covariance is a statistical measure of association between two 

variables X and Y. First, each variable is centered by subtracting its 

mean. These centered scores are multiplied together to measure 

whether the increase in one variable associates with the increase in 

another. Finally, expected value (E) of the product of these centered 

scores is calculated as a summary of association. Intuitively, the 

product of centered scores can be thought of as the area of a rectangle 

with each point's distance from the mean describing a side of the 

rectangle: 

 

Cov (X, Y) = E [(X-E [ X ] )(Y-E [ Y ])] 

 

 
If both variables tend to move in the same direction, we expect the "average" rectangle 

connecting each point (X_i, Y_i) to the means (X_bar, Y_bar) to have a large and positive 

diagonal vector, corresponding to a larger positive product in the equation above. If both 

variables tend to move in opposite directions, we expect the average rectangle to have a 

https://www.datascience.com/blog/data-science-and-predictive-modeling-for-marketers
https://www.datascience.com/blog/capturing-better-customers-with-lifetime-value-modeling
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the equation above. If the variables are unrelated, then the vectors should, on average, 

cancel out — and the total diagonal vector should have a magnitude near 0, corresponding 

to a product near 0 in the equation above. 

 
 

 

Fig 3.2.1. Correlation with diabetes 

 
 

 
3.3.3. Classification Algorithms: 

 

 
1. Linear Regression: It is used to estimate real values (cost of houses, number of calls, 

total sales etc.) based on continuous variable(s). Here, we establish relationship 

between independent and dependent variables by fitting a best line. This best fit line 

is known as regression line and represented by a linear equation Y= a *X + b. The best 

way to understand linear regression is to relive this experience of childhood. Let us 

say, you ask a child in fifth grade to arrange people in his class by increasing order of 

weight, without asking them their weights! What do you think the child will do? He / she 

would likely look (visually analyze) at the height and build of people and arrange them 

using a combination of these visible parameters. This is linear regression in real 
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life! The child has actually figured out that height and build would be correlated to the 

weight by a relationship, which looks like the equation above. Linear Regression is 

mainly of two types: Simple Linear Regression and Multiple Linear Regression. Simple 

Linear Regression is characterized by one independent variable. And, Multiple Linear 

Regression (as the name suggests) is characterized by multiple (more than 1) 

independent variables. While finding the best fit line, you can fit a polynomial or 

curvilinear regression. And these are known as polynomial or curvilinear regression. 

 

2. Logistic Regression: Don‘t get confused by its name! It is a classification not a 

regression algorithm. It is used to estimate discrete values (Binary values like 0/1, 

yes/no, true/false) based on given set of independent variables. In simple words, it 

predicts the probability of occurrence of an event by fitting data to a logit function. 

Hence, it is also known as logit regression. Since, it predicts the probability, its output 

values lie between 0 and 1 (as expected). Let‘s say your friend gives you a puzzle to 

solve. There are only 2 outcome scenarios – either you solve it or you don‘t. Now 

imagine, that you are being given wide range of puzzles / quizzes in an attempt to 

understand which subjects you are good at. The outcome to this study would be 

something like this – if you are given a trigonometry based tenth grade problem, you 

are 70% likely to solve it. On the other hand, if it is grade fifth history question, the 

probability of getting an answer is only 30%. This is what Logistic Regression provides 

you. 

https://en.wikipedia.org/wiki/Logistic_function
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Fig 3.2.2. Logistic Regression Graph Representation 

 
 

3. Random Forest: 

Random Forest is a trademark term for an ensemble of decision trees. In Random Forest, 

we‘ve collection of decision trees (so known as ―Forest‖). To classify a new object based 

on attributes, each tree gives a classification and we say the tree ―votes‖ for that class. 

The forest chooses the classification having the most votes (over all the trees in the forest). 

Each tree is planted & grown as follows: 

 
1. If the number of cases in the training set is N, then sample of N cases is taken at 

random but with replacement. This sample will be the training set for growing the 

tree. 

2. If there are M input variables, a number m<<M is specified such that at each node, 

m variables are selected at random out of the M and the best split on these m is 

used to split the node. The value of m is held constant during the forest growing. 

3. Each tree is grown to the largest extent possible. There is no pruning. 

 
3.3.4. Model Evaluation Techniques: 

 
Common Terms: 

 
 True positives (TP): Predicted positive and are actually positive.
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 False positives (FP): Predicted positive and are actually negative.

 True negatives (TN): Predicted negative and are actually negative.

 False negatives (FN): Predicted negative and are actually positive.

 

 
1. Accuracy: The most commonly used metric to judge a model and is actually not a 

clear indicator of the performance. The worse happens when classes are imbalanced. 

 
 

 
Take for example a cancer detection model. The chances of actually having cancer 

are very low. Let‘s say out of 100, 90 of the patients don‘t have cancer and the 

remaining 10 actually have it. We don‘t want to miss on a patient who is having cancer 

but goes undetected (false negative). Detecting everyone as not having cancer gives 

an accuracy of 90% straight. The model did nothing here but just gave cancer free for 

all the 100 predictions. 

2. Precision: Percentage of positive instances out of the total predicted positive 

instances. Here denominator is the model prediction done as positive from thewhole 

given dataset. Take it as to find out ‗how much the model is right when it says itis right‘. 

 
 

 
3.  Recall: Percentage of positive instances out of the total actual positive instances. 

Therefore denominator (TP + FN) here is the actual number of positive instances 

present in the dataset. Take it as to find out ‗how much extra right ones, the model 

missed when it showed the right ones. 
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4. Specificity: Percentage of negative instances out of the total actual negative 

instances. Therefore denominator (TN + FP) here is the actual number of negative 

instances present in the dataset. It is similar to recall but the shift is on the negative 

instances. Like finding out how many healthy patients were not having cancerand were 

told they don‘t have cancer. Kind of a measure to see how separate the classes are. 

 
 
 

5. F1 Score: It is the harmonic mean of precision and recall. This takes the contribution 

of both, so higher the F1 score, the better. See that due to the product in the numerator 

if one goes low, the final F1 score goes down significantly. So, a model does well in F1 

 
 

 
score if the positive predicted are actually positives (precision) and doesn't miss out on 

positives and predicts them negative (recall). 

One drawback is that both precision and recall are given equal importance due to which 

according to our application we may need one higher than the other and F1 score may 

not be the exact metric for it. Therefore, either weighted-F1 score or seeing the PR or 

ROC curve can help. 

 
6. ROC Curve: ROC stands for receiver operating characteristic and the graph is plotted 

against TPR and FPR for various threshold values. As TPR increases FPR also 

increases. As you can see in the first figure, we have four categories and we want the 

threshold value that leads us closer to the top left corner. Comparing different 

predictors (here 3) on a given dataset also becomes easy as you can see in figure 2, 

one can choose the threshold according to the application at hand. ROC AUC is just 

the area under the curve, the higher its numerical value the better. 
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CHAPTER 4 

RESULTS AND DISCUSSION 

The primary approach starts with importing libraries such as pandas, numpy, 

matplotlib and sklearn. Every dataset needs to examined initially inorder to find 

whether any null values are present in the dataset or not and to find whether the it is 

balanced. The dataset will be considered imbalance when 90% of the single class 

attribute is positive and 10% is negative. In this case it 60%-40% which is said to a 

balanced data set. Thereby each and every symptom‘s distribution is analyzed and 

compared with the attribute. Initial the dataset is in the form of textual which needs to 

be converted into binary form this is done using method called isna(). Since we are 

importing pandas finding correlation is an easy task because it is an inbuilt feature. 

Thereby the data now is ready for computation, which is split in two different 

proportions for training and testing. 

 
 

Fig 4. Train and Test data split 

 

 
Expect the age every instance is converted into binary also the age is converted in 

data normalization stage using minmaxscalar method. 

 

Fig 4.1. Conversion of binary form of age 
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Thereby manipulation of data gets completed. The base machine learning model is 

logistic regression. We have used penalty=‘l2‘(ridge) which is regularization 

parameter and adds squared magnitudes of bids for minimizing the coefficients of lost 

function. After fitting this model, we cross validated using kfold model selection where 

9-fold and 1-fold iteration takes place in order to improve the model capacity and found 

the confusion matrix of the classifier. 

 
 

Fig 4.2. Score after prediction 

 
 

 
Considering these results relative feature importance is visualized using bar graph. 

 
 
 

 
 

Fig 4.3. Confusion matrix of Logistic classifier 

 
 
 
 

The second algorithm is random forest, the operations are done before tuning. We 

have used ‗gini‘ as the criterion because it is faster when compared with another 

criterion. Similarly, cross validation is done and evaluation with respect to other 

parameters, thus accuracy is displayed. 
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Fig 4.4. Relative feature importance 

 

 
Since the accuracy is higher than the logistic regression, we have selected the top 10 

features from the random forest. The entire process is again repeated in the similar 

pattern where split of data, cross validation and confusion matrix is performed. 

 
 

Fig 4.5. Score before tuning (Random forest) 
 
 

Fig 4.6. Confusion matrix of the Random forest classifier 
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Similarly, when the process repeated without tuning (random forest) we got highest 

accuracy. Since the accuracy has increased, top 10 features are selected and applied 

to the model. 

Fig 4.7. Top 10 selected features 

 

 
The entire process is repeated after selection of features, considered to be post- 

selection evaluation. The accuracy got dropped to 2% in logistic regression and 1% 

random forest. 

 

 

Fig 4.8. Score after post feature selection 

 
 

 
Finally, the ROC of both the models (logistic regression and random forest) are plotted 

on a graph with respect to specificity and sensitivity, where true positive rate is 

represented via Y-axis and false positive rate is represented via X-axis. 
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CHAPTER 5 

CONCLUSION AND FUTURE WORK 

 

 

CONCLUSION: 

 
 

This computerized diagnosis at initial stage can help the doctors to guide and take 

required measures in order to stay out of risk. Since accuracy is not compromised at 

any stage of building the model, it is safe to use or follow. It is highly recommended to 

follow the instructions by the physician. 

 
 

FUTURE WORK: 

 
 

We focused only on Type 1 diabetes in this project. There are multiple types of 

diabetes which in further we wish to predict also, the consequences due to this 

disease are wider which can be prevented. This might require an accurate dataset 

and to find new patterns in it using data mining techniques. 
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APPENDIX 

A.SOURCE CODE: 

#!/usr/bin/env python 

# coding: utf-8 

 
 

# # Diabetes Prediction using Machine Learning 

# 

# Diabetes, is a group of metabolic disorders in which there are high blood sugar levels over a 
prolonged period. Symptoms of high blood sugar include frequent urination, increased 
thirst, and increased hunger. If left untreated, diabetes can cause many complications. 
Acute complications can include diabetic ketoacidosis, hyperosmolar hyperglycemic 
state, or death. Serious long-term complications include cardiovascular disease, stroke, 
chronic kidney disease, foot ulcers, and damage to the eyes. 

# 

# This dataset is originally from the National Institute of Diabetes and Digestive and Kidney 
Diseases. The objective of the dataset is to diagnostically predict whether or not a 
patient has diabetes, based on certain diagnostic measurements included in the 
dataset. Several constraints were placed on the selection of these instances from a 
larger database. In particular, all patients here are females at least 21 years old of Pima 
Indian heritage. 

 

# 

# ### **Objective** 

# We will try to build a machine learning model to accurately predict whether or not the patients 
in the dataset have diabetes or not? 

 

# 

# ### **Details about the dataset:** 

# 

# The datasets consists of several medical predictor variables and one target variable, 
Outcome. Predictor variables includes the number of pregnancies the patient has had, 
their BMI, insulin level, age, and so on. 

# 

# - **Pregnancies**: Number of times pregnant 

# - **Glucose**: Plasma glucose concentration a 2 hours in an oral glucose tolerance test 

# - **BloodPressure**: Diastolic blood pressure (mm Hg) 
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# - **SkinThickness**: Triceps skin fold thickness (mm) 

# - **Insulin**: 2-Hour serum insulin (mu U/ml) 

# - **BMI**: Body mass index (weight in kg/(height in m)^2) 

# - **DiabetesPedigreeFunction**: Diabetes pedigree function 

# - **Age**: Age (years) 

# - **Outcome**: Class variable (0 or 1) 

# 

# **Number of Observation Units: 768** 

# 

# **Variable Number: 9** 

# 

# ### **Machine Learning Workflow** 

# #### Steps 

# 1. Data gathering 

# 2. Data preperation 

# 3. Exploratory Data Analysis 

# 4. Data Preprocessing 

# 5. Data Transformation 

# 6. Model Building 

# 7. Model Evaluation 

 

 
# ## **1) Data Preperation and Exploratory Data Analysis** 

 

 
# In[207]: 

 
 
 
 

#Installation of required libraries 

import numpy as np 

import pandas as pd 
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import seaborn as sns 

import matplotlib.pyplot as plt 

from sklearn.preprocessing import scale, StandardScaler 

from sklearn.model_selection import train_test_split 

from sklearn.metrics import confusion_matrix, accuracy_score, classification_report 

from sklearn.linear_model import LogisticRegression 

from sklearn.tree import DecisionTreeClassifier 

from sklearn.ensemble import RandomForestClassifier 

from sklearn.ensemble import GradientBoostingClassifier 

import warnings 

warnings.simplefilter(action = "ignore") 

 
 
 
 

# In[208]: 

 
 
 
 

#Reading the dataset 

df = pd.read_csv("diabetes.csv") 

 
 
 
 

# In[209]: 

 
 
 
 

# The first 5 observation units of the data set were accessed. 

df.head() 

 
 

 
# In[210]: 
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# The size of the data set was examined. It consists of 768 observation units and 9 variables. 

df.shape 

 
 

 
# In[211]: 

 
 
 
 

#Feature information 

df.info() 

 
 

 
# In[212]: 

 
 
 
 

# Descriptive statistics of the data set accessed. 

df.describe([0.10,0.25,0.50,0.75,0.90,0.95,0.99]) 

 
 

 
# In[213]: 

 
 
 
 

# The distribution of the Outcome variable was examined. 

df["Outcome"].value_counts()*100/len(df) 

 
 

 
# In[214]: 
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# The classes of the outcome variable were examined. 

df.Outcome.value_counts() 

 
 

 
# In[215]: 

 
 
 
 

# The histagram of the Age variable was reached. 

# If you look at the histogram of the age variable, we can see that the histogram is quite 
skewed towards left, meaning \n 

# data is not distributed properly, so we need to do some preprocessing, such as 
stadardizing/normalising. 

plt.figure(figsize = (12,10)) 

df["Age"].hist(edgecolor = "black"); 

plt.xlabel("Age"); 

plt.ylabel("Frequency"); 

plt.title("Age Histogram"); 

 
 

 
# In[216]: 

 
 
 
 

print("Max Age: " + str(df["Age"].max()) + " Min Age: " + str(df["Age"].min())) 

 
 
 
 

# In[217]: 

 
 
 
 

# Histogram and density graphs of all variables were accessed. 
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# Similar to previous chart, some density plots over here also shows signs of data skewdness, 
so we need to perform standardization 

# before training our model, so that there wont be any bias while predicting the data. 

fig, ax = plt.subplots(4,2, figsize=(16,16)) 

sns.distplot(df.Age, bins = 20, ax=ax[0,0]) 

sns.distplot(df.Pregnancies, bins = 20, ax=ax[0,1]) 

sns.distplot(df.Glucose, bins = 20, ax=ax[1,0]) 

sns.distplot(df.BloodPressure, bins = 20, ax=ax[1,1]) 

sns.distplot(df.SkinThickness, bins = 20, ax=ax[2,0]) 

sns.distplot(df.Insulin, bins = 20, ax=ax[2,1]) 

sns.distplot(df.DiabetesPedigreeFunction, bins = 20, ax=ax[3,0]) 

sns.distplot(df.BMI, bins = 20, ax=ax[3,1]) 

 
 

 
# In[218]: 

 
 
 
 

# Plotting a Par Plot to see the relationship between the variables. 

sns.pairplot(df) 

 
 

 
# In[219]: 

 
 
 
 

def group_mean(i): 

ab = df.groupby("Outcome").agg({i:"mean"}) 

bc = df.groupby("Outcome").agg({"Insulin": "max"}) 

return ab, bc 

cd = df.drop(columns=["Outcome"], axis = 1) 
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for i in cd.columns: 

print(group_mean(i)) 

 
 

 
# In[220]: 

 
 
 
 

df.groupby("Outcome").agg({"Pregnancies":"mean"}) 

 
 
 
 

# In[221]: 

 
 
 
 

df.groupby("Outcome").agg({"Age":"mean"}) 

 
 
 
 

# In[222]: 

 
 
 
 

df.groupby("Outcome").agg({"Age":"max"}) 

 
 
 
 

# In[223]: 

 
 
 
 

df.groupby("Outcome").agg({"Insulin": "mean"}) 

 
 
 
 

# In[224]: 
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df.groupby("Outcome").agg({"Insulin": "max"}) 

 
 
 
 

# In[225]: 

 
 
 
 

df.groupby("Outcome").agg({"Glucose": "mean"}) 

 
 
 
 

# In[226]: 

 
 
 
 

df.groupby("Outcome").agg({"Glucose": "max"}) 

 
 
 
 

# In[227]: 

 
 
 
 

df.groupby("Outcome").agg({"BMI": "mean"}) 

 
 
 
 

# In[228]: 

 
 
 
 

# The distribution of the outcome variable in the data was examined and visualized. 

f,ax=plt.subplots(1,2,figsize=(18,8)) 

df['Outcome'].value_counts().plot.pie(explode=[0,0.08],autopct='%1.1f%%',ax=ax[0],shadow=T 
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rue) 

ax[0].set_title('Target variable') 

ax[0].set_ylabel('') 

sns.countplot('Outcome',data=df,ax=ax[1]) 

ax[1].set_title('Outcome') 

plt.show() 

 
 
 
 

# In[229]: 

 
 
 
 

# Below Data Explains about the correlation diagram of the data set.(How well each variable is 
related to each other.) 

# If the correlation value is >0, there is a positive correlation. While the value of one variable 
increases, the value of the other variable also increases. 

# Correlation = 0 means no correlation. 

# If the correlation is <0, there is a negative correlation. While one variable increases, the other 
variable decreases. 

# When the correlations are examined, there are 2 variables that act as a positive correlation 
to the Outcome dependent variable. 

# These variables are Glucose. As these increase, Outcome variable increases. 

df.corr() 

 
 

 
# In[230]: 

 
 
 
 

# Correlation matrix graph of the data set 

f, ax = plt.subplots(figsize= [20,15]) 

sns.heatmap(df.corr(), annot=True, fmt=".2f", ax=ax, cmap = "magma" ) 
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ax.set_title("Correlation Matrix", fontsize=30) 

plt.show() 

 
 

 
# In[231]: 

 
 
 
 

df.corrwith(df.Outcome).plot(kind='bar', grid=True, figsize=(12, 8), 

title="Correlation with target") 

 
 
 
 

# ## **2) Data Preprocessing** 

 

 
# #### 2.1) Eliminating Missing Values 

# 

# As, We all were aware that, some values weere shown as 0, instead they are null values if 
we look at them closely, so having null values in or data might lead to a serious problem 
swhile training our ML Model, since it might give wrong predictions. So Below we 
replace 0 value by NaN: 

 

 
# In[232]: 

 
 
 
 

df[['Glucose','BloodPressure','SkinThickness','Insulin','BMI']] = 
df[['Glucose','BloodPressure','SkinThickness','Insulin','BMI']].replace(0,np.NaN) 

 
 
 
 

# In[233]: 
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df.head() 

 
 
 
 

# In[234]: 

 
 
 
 

# Now, we can look at where are missing values 

df.isnull().sum() 

 
 

 
# In[235]: 

 
 
 
 

# Have been visualized using the missingno library for the visualization of missing 
observations. 

# Plotting A Bar Plot, so as to visualize count of null values, in each variable. 

import missingno as msno 

msno.bar(df); 

 
 
 
 

# In[236]: 

 
 
 
 

# OK, Now there are alot of techniques on how to fill null values, such as, using Simple 
Impouter, mean(), median, mode, etc. 

# But we are going to analyse each variable, calculate the mean of each variable, with respect 
to the target variable and then we imputer values, based on the mean for each specific 
taregt calss. 

# The missing values will be filled with the median values of each variable. 

def median_target(var): 
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temp = df[df[var].notnull()] 

temp = temp[[var, 'Outcome']].groupby(['Outcome'])[[var]].median().reset_index() 

return temp 

 
 

 
# In[237]: 

 
 
 
 

df['Insulin'].groupby(df['Outcome']).median() 

 
 
 
 

# In[238]: 

 
 
 
 

columns = df.columns 

columns = columns.drop("Outcome") 

for i in columns: 

print(median_target(i)) 

 
 
 
 

# In[239]: 

 
 
 
 

df[df['Insulin'].notnull()] 

 
 
 
 

# In[240]: 
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# The values to be given for incomplete observations are given the median value of people 
who are not sick and the median values of people who are sick. 

columns = df.columns 

columns = columns.drop("Outcome") 

for i in columns: 

median_target(i) 

df.loc[(df['Outcome'] == 0 ) & (df[i].isnull()), i] = median_target(i)[i][0] 

df.loc[(df['Outcome'] == 1 ) & (df[i].isnull()), i] = median_target(i)[i][1] 

 
 
 
 

# In[241]: 

 
 
 
 

df.head() 

 
 
 
 

# In[242]: 

 
 
 
 

# Missing values were filled. 

df.isnull().sum() 

 
 

 
# #### 2.2) Outlier Analysis: 

# Outliers are termed as extremely high or low values which are considered to be causwed 
due to noise/some kind of error. 

 

 
# In[243]: 
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for i in df: 

print(i) 

 
 

 
# In[244]: 

 
 
 
 

df[df['Pregnancies'] > 10].any(axis = None) 

 
 
 
 

# In[245]: 

 
 
 
 

# In the data set, there were asked whether there were any outlier observations compared to 
the 25% and 75% quarters. 

# It was found to be an outlier observation. 

for feature in df: 

 

Q1 = df[feature].quantile(0.25) 

Q3 = df[feature].quantile(0.75) 

IQR = Q3-Q1 

lower = Q1- 1.5*IQR 

upper = Q3 + 1.5*IQR 

 

if df[(df[feature] > upper)].any(axis=None): 

print(feature,"yes") 

else: 

print(feature, "no") 
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# In[246]: 

 
 
 
 

# Visualizing the Insulin Variable in order to find out outliers, using boxplot. 

plt.figure(figsize = (12,6)) 

sns.boxplot(x = df["Insulin"]); 

plt.xlabel('Insulin') 

plt.ylabel(' ') 

plt.title('Outliers using Boxplot in Insulin Variable') 

 
 
 
 

# In[247]: 

 
 
 
 

# So inorde to remove these outliers, we supress them by replacing the outlier of that particular 
column with the Upper bound value, 

# similarly it can done with lower bound value. 

Q1 = df.Insulin.quantile(0.25) 

Q3 = df.Insulin.quantile(0.75) 

IQR = Q3-Q1 

lower = Q1 - 1.5*IQR 

upper = Q3 + 1.5*IQR 

df.loc[df["Insulin"] > upper,"Insulin"] = upper 

 
 
 
 

# In[248]: 
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plt.figure(figsize = (12,6)) 

sns.boxplot(x = df["Insulin"]); 

plt.xlabel('Insulin') 

plt.ylabel(' ') 

plt.title('Boxplot After removing outliers.') 

 
 
 
 

# In[249]: 

 
 
 
 

df.shape 

 
 
 
 

# #### 2.3) Local Outlier Factor (LOF) 

 

 
# In[250]: 

 
 
 
 

# We determine outliers between all variables with the LOF method 

# The anomaly score of each sample is called the Local Outlier Factor. It measures the local 
deviation of the density of a given sample with respect to its neighbors. 

# It is local in that the anomaly score depends on how isolated the object is with respect to the 
surrounding neighborhood. 

from sklearn.neighbors import LocalOutlierFactor 

lof =LocalOutlierFactor(n_neighbors= 10) 

lof.fit_predict(df) 
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# In[251]: 

 
 
 
 

 
df_scores = lof.negative_outlier_factor_ 

np.sort(df_scores)[0:30] 

 
 

 
# In[252]: 

 
 
 
 

#We choose the threshold value according to lof scores 

threshold = np.sort(df_scores)[7] 

threshold 

 
 
 
 

# In[253]: 

 
 
 
 

#We delete those that are higher than the threshold 

outlier = df_scores > threshold 

df = df[outlier] 

 
 
 
 

# In[254]: 

 
 

 

# The size of the data set was examined. 

df.shape 
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# ## **3) Feature Engineering/ Feature Transformation.** 

# 

# Creating new variables is important for models. But you need to create a logical new 
variable. For this data set, some new variables were created according to BMI, Insulin 
and glucose variables. 

 

 
# In[255]: 

 
 
 
 

# As we know BMI can be categorized into diffferent categories based on their values, such as 
given below. 

NewBMI = pd.Series(["Underweight", "Normal", "Overweight", "Obesity 1", "Obesity 2", 
"Obesity 3"], dtype = "category") 

df["NewBMI"] = NewBMI 

df.loc[df["BMI"] < 18.5, "NewBMI"] = NewBMI[0] 

df.loc[(df["BMI"] > 18.5) & (df["BMI"] <= 24.9), "NewBMI"] = NewBMI[1] 

df.loc[(df["BMI"] > 24.9) & (df["BMI"] <= 29.9), "NewBMI"] = NewBMI[2] 

df.loc[(df["BMI"] > 29.9) & (df["BMI"] <= 34.9), "NewBMI"] = NewBMI[3] 

df.loc[(df["BMI"] > 34.9) & (df["BMI"] <= 39.9), "NewBMI"] = NewBMI[4] 

df.loc[df["BMI"] > 39.9 ,"NewBMI"] = NewBMI[5] 

 
 

 
# In[256]: 

 
 
 
 

df.head() 
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# In[257]: 

 
 
 
 

# A categorical variable creation process is performed according to the insulin value. 

def set_insulin(row): 

if row["Insulin"] >= 16 and row["Insulin"] <= 166: 

return "Normal" 

else: 

return "Abnormal" 

 
 
 
 

# In[258]: 

 
 
 
 

df['Insulin_Level'] = df.apply(set_insulin, axis = 1) 

df.head() 

 
 

 
# In[259]: 

 
 
 
 

# Some intervals were determined according to the glucose variable and these were assigned 
categorical variables. 

NewGlucose = pd.Series(["Low", "Normal", "Overweight", "High"], dtype = "category") 

df["NewGlucose"] = NewGlucose 

df.loc[df["Glucose"] <= 70, "NewGlucose"] = NewGlucose[0] 

df.loc[(df["Glucose"] > 70) & (df["Glucose"] <= 99), "NewGlucose"] = NewGlucose[1] 

df.loc[(df["Glucose"] > 99) & (df["Glucose"] <= 126), "NewGlucose"] = NewGlucose[2] 

df.loc[df["Glucose"] > 126 ,"NewGlucose"] = NewGlucose[3] 
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# In[260]: 

 
 
 
 

df.head() 

 
 
 
 

# #### 3.1) One Hot Encoding 

# 

# Categorical variables in the data set should be converted into numerical values, Inorder to 
make the model understand the data. Inorde to do these we are using 
pd.get_dummies() to generate dummy variable for each category present in the data 
variable. 

 

 
# In[261]: 

 
 
 
 

# Here, by making One Hot Encoding transformation, categorical variables were converted into 
numerical values. It is also protected from the Dummy variable trap. 

df = pd.get_dummies(df, columns =["NewBMI","Insulin_Level", "NewGlucose"], drop_first = 
True) 

 
 
 
 

# In[262]: 

 
 
 
 

df.head() 

 
 
 
 

# In[263]: 



52 
 

 
 

 

categorical_df = df[['NewBMI_Obesity 1','NewBMI_Obesity 2', 'NewBMI_Obesity 3', 
'NewBMI_Overweight','NewBMI_Underweight', 

'Insulin_Level_Normal','NewGlucose_Low','NewGlucose_Normal', 
'NewGlucose_Overweight']] 

 
 
 
 

# In[264]: 

 
 
 
 

y = df["Outcome"] 

X = df.drop(["Outcome", 'NewBMI_Obesity 1','NewBMI_Obesity 2', 'NewBMI_Obesity 3', 
'NewBMI_Overweight','NewBMI_Underweight', 

'Insulin_Level_Normal','NewGlucose_Low','NewGlucose_Normal', 
'NewGlucose_Overweight'], axis = 1) 

cols = X.columns 

index = X.index 

 
 

 
# In[265]: 

 
 
 
 

X.head() 

 
 
 
 

# In[266]: 

 
 
 
 

# The variables in the data set are an effective factor in increasing the performance of the 
models by standardization. 
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# There are multiple standardization methods. These are methods such as" Normalize"," 
MinMax"," Robust" and "Scale". 

transformer = StandardScaler().fit(X) 

X = transformer.transform(X) 

X = pd.DataFrame(X, columns = cols, index = index) 

 
 
 
 

# In[267]: 

 
 
 
 

X.head() 

 
 
 
 

# In[268]: 

 
 
 
 

# Combine the Categorical variables unto the scaled data. 

X = pd.concat([X,categorical_df], axis = 1) 

 
 

 
# In[269]: 

 
 
 
 

X.head() 

 
 
 
 

# In[270]: 
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y.head() 

 
 
 
 

# In[271]: 

 
 
 
 

df = pd.concat([X,y], axis = 1) 

df.head() 

 
 

 
# ## **4) Model Building and Model Evaluation** 

 

 
# In[272]: 

 
 
 
 

X = df.drop(columns = ['Outcome'], axis = 1) 

y = df['Outcome'] 

 

X_train, X_test, y_train, y_test = train_test_split(X, y, test_size=0.2, random_state=42) 

 
 
 
 

# In[273]: 

 
 
 
 

def print_score(clf, X_train, y_train, X_test, y_test, train=True): 

if train: 

pred = clf.predict(X_train) 

clf_report = pd.DataFrame(classification_report(y_train, pred, output_dict=True)) 

print("Train Result:\n================================================") 
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print(f"Accuracy Score: {accuracy_score(y_train, pred) * 100:.2f}%") 

print(" ") 

print(f"CLASSIFICATION REPORT:\n{clf_report}") 

print(" ") 

print(f"Confusion Matrix: \n {confusion_matrix(y_train, pred)}\n") 

 

elif train==False: 

pred = clf.predict(X_test) 

clf_report = pd.DataFrame(classification_report(y_test, pred, output_dict=True)) 

print("Test Result:\n================================================") 

print(f"Accuracy Score: {accuracy_score(y_test, pred) * 100:.2f}%") 

print(" ") 

print(f"CLASSIFICATION REPORT:\n{clf_report}") 

print(" ") 

print(f"Confusion Matrix: \n {confusion_matrix(y_test, pred)}\n") 

 
 

 
# #### **1. Logistic Regression** 

 

 
# In[274]: 

 
 
 
 

lr_clf = LogisticRegression() 

lr_clf.fit(X_train, y_train) 

 

print_score(lr_clf, X_train, y_train, X_test, y_test, train=True) 

print_score(lr_clf, X_train, y_train, X_test, y_test, train=False) 
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# #### **2. Decision Tree Classifer** 

 

 
# In[275]: 

 
 
 
 

dt_clf = DecisionTreeClassifier() 

dt_clf.fit(X_train, y_train) 

 

print_score(dt_clf, X_train, y_train, X_test, y_test, train=True) 

print_score(dt_clf, X_train, y_train, X_test, y_test, train=False) 

 
 

 
# #### **3. Random Forest Classifier** 

 

 
# In[276]: 

 
 
 
 

rf_clf = RandomForestClassifier() 

rf_clf.fit(X_train, y_train) 

 

print_score(rf_clf, X_train, y_train, X_test, y_test, train=True) 

print_score(rf_clf, X_train, y_train, X_test, y_test, train=False) 

 
 

 
# #### **4. XGB(GRadient Boosting Classifier)** 

 

 
# In[277]: 
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xgb_clf = GradientBoostingClassifier(random_state = 12345) 

xgb_clf.fit(X_train, y_train) 

 

print_score(xgb_clf, X_train, y_train, X_test, y_test, train=True) 

print_score(xgb_clf, X_train, y_train, X_test, y_test, train=False) 

 
 

 
# ### **Testing on a Single User.** 

 

 
# In[278]: 

 
 
 
 

new = X_test.iloc[0] 

a = np.asarray(new) 

a = a.reshape(1,-1) 

p = xgb_clf.predict(a) 

 
 

 
# In[279]: 

 
 
 
 

if (p[0] == 1): 

print("Person has Diabetes and is at risk of dying") 

else: 

print("Great! the result is negative and you don't have to worry") 

 
 

 

# # **8) Conclusion** 

# 
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# The aim of this study was to create classification models for the diabetes data set and to 
predict whether a person is affected by Diabetes or not, with the help of mahcine 
l;eanring and to obtain the best accuracy for our model which will help us to predict 
better results. The work flow is as follows: 

 

# 

# 1) Reading an Understanding the Diabetes Dataset. 

# 

# 2) With Exploratory Data Analysis; The data set's structural data were checked. 

# The types of variables in the dataset were examined. Size information of the dataset was 
accessed. The 0 values in the data set are missing values. Primarily these 0 values 
were replaced with NaN values. Descriptive statistics of the data set were examined. 

 

# 

# 3) Data Preprocessing section; 

# df for: The NaN values missing observations were filled with the median values of whether 
each variable was sick or not. The outliers were determined by LOF and dropped. The 
X variables were standardized with the rubost method.. 

 

# 

# 4) During Model Building; 

# At most, 4 algorithms were used and i would say, 4 of them have performed pretty well on 
out dataset, with better accuracy on both training and testing data. 

# Algorithms: Logistic Regression, Decision Tree Classifier, Random Forest Classifier, 
Gradient Boosting Classifier. 

 

# 

# 5) Result; 

# Out of 4, XGB has given us negligeble accuracy score, given as Training - 98.85% and 
Testing - 89.47%. 

# NoteL: Other algorithms also performed very well. 

 

 
# 
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